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Abstract 

Employing multiple transcribers for the task of orthographic transcription can cause inconsistent transcriptions on various levels. We 
describe a method for comparing different orthographic transcriptions of similar utterances in order to ensure consistency. In order to 
ensure that the transcriptions are as error free as possible, confusables, splits, insertions, deletions  and non-words are identified on the 
orthographic level.  Comparison of transcriptions is performed by mapping erroneous transcriptions to the intended transcription using 
Levenshtein distance. Errors are annotated using HTML mark-up to provide a visual representation of the differences. Since it is 
difficult to automate the correction of these errors, it is performed manually, while each change is checked in conjunction with the 
relevant speech file. It is indicated that this method decreases the number of transcription errors. 

 

1. Introduction 

The Lwazi (meaning “knowledge”) project is a 

telephone-based, speech-driven information system that 

was commissioned by the South African Department of 

Arts and Culture to provide South Africans with access to 

government information and services in any of the 11 

official languages. The Lwazi project was conducted by 

the Human Language Technology (HLT) Research Group 

of the Meraka Institute of the CSIR. See 

http://www.meraka.org.za/lwazi for more information.  

The Centre for Text Technology (CTexT™) was 

sub-contracted by the Meraka Institute for the collection 

and transcription of the automatic speech recognition 

(ASR) data for the eleven official languages of South 

Africa. 

For each language a total of 200 mother tongue speakers 

were recorded via landline or mobile telephone and each 

recording was transcribed manually. Prompt sheets 

consisting of 30 utterances were compiled, divided into 

two sections; 14 open questions (e.g. How old are you?) 

and 16 phoneme-rich sentences. 

Roughly 350 phoneme-rich sentences were selected from 

various corpora and randomly used to populate the 

prompt sheets. This resulted in each sentence being 

recorded 6-10 times, totalling 3, 200 phonetic rich 

sentences for each language.  

The project spanned over approximately 2 years and 4-6 

transcribers were employed per language. Despite various 

phases of quality control, differences within similar 

sentences were discovered. As the ASR corpora 

developed were relatively small (479 speech minutes 

being the maximum in the corpora for one of the 

languages), the quality of the transcriptions needed to be 

extremely accurate to ensure a usable ASR system. 

Introducing yet another quality control phase yielded no 

significant results and another method was needed to 

identify and correct errors. 

 

2. Identified Differences 

After evaluating some transcriptions, we found that the 

differences could be grouped into 5 categories: 

 

English examples: 

 
• Confusables 

o has it been tried on <too> small a scale 
o has it been tried on <to> small a scale  
 

• Splits 
o there’s <nowhere> else for it to go 
o there’s <no_where> else for it to go  

 
• Insertions 

o so we took our way toward the palace  
o so we <we_>took our way toward the 

palace  
 

• Deletions 
o as <to_>the first the answer is simple 
o as the first the answer is simple  

 
• Non-words 

o there is no <arbitrator> except a 
legislature fifteen thousand miles off 

o there is no <abritator> except a legislature 
fifteen thousand miles off 

 

isiXhosa examples: 

 
• Confusables 

o andingomntu <othanda> kufunda  
(I’m not a person <who loves> to read) 

o andingomntu <uthanda> kufunda  
(I’m not a person <you love> to read) 
 

• Splits 
o alwela phi na <loo_madabi> 
o alwelwa phi na <loomadabi> 

(Where is it taking place, those challenges) 
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• Insertions 
o ibiyini ukuba unga mbambi wakumbona 

(Why didn’t <you catch> him or her when you 
saw him or her) 

o ibiyini <na_>ukuba unga mbambi 
wakumbona 

(Why didn’t < you caught> him or her when you 
saw him or her) 
 

• Deletions 
o yagaleleka impi <ke_>xa kuthi qheke 

ukusa 
o yagaleleka impi xa kuthi qheke ukusa  

(It started the battle at the beginning of the 
morning) 
 

• Non-words 
o yile <venkile> yayikhethwe 

ngabathembu le  
o yile <venkeli> yayikhethwe 

ngabathembu le  
(It is this shop that was selected by the Bathembu) 
<venkeli> in the second example is a spelling 
mistake. 

 

Setswana examples: 

 
• Confusables 

o bosa bo <jang> ko engelane ka nako e 
o bosa bo <yang> ko engelane ka nako e 

(How is the weather in England at this time?) 
<yang> in the second example is slang for 
“how”. 
 

• Splits 
o le fa e le <gone> re ratanang tota 
o le fa e le <go_ne> re ratanang tota 

(Even though we have started dating) 
 

• Insertions 
o ba mmatlela mapai ba mo alela a robala 
o ba mmatlela mapai <li-> ba mo alela a 

robala  
(They have looked for blankets and made a bed 
for themselves to sleep) 

 
• Deletions 

o ke eng gape se seng<we> se o se 
lemogang 

o ke eng gape se seng se o se lemogang 
(What else have you noticed?)  

 
• Non-words 

o lefapha la dimenerale le <eneji> 
o lefapha la dimenerale le <energy> 

(Department of minerals and energy) 
< energy > in the second example is a spelling 
mistake. 

 

These errors were mainly attributed to the inexperience of 

the transcribers as they were usually students with no 

formal linguistic training and no experience in 

transcribing data.  

Implementing a method to identify and correct these 

differences would decrease the number of transcription 

errors, thus increasing the overall quality of the 

transcriptions completed per language.  

 

3. Methodology 

 Figure 1 shows a flowchart that illustrates the method 

used to improve the transcriptions. It is important to note 

that the comparison of transcriptions to the original 

sentence was only performed on the 16 phoneme rich 

sentences in each recording as the other 14 utterances 

were answers to open questions and thus did not have a 

relevant original sentence to be compared to.  

This method is implemented in four steps, which are 

discussed in more detail in the following subsections. 

 

 

Figure 1 : Process Flowchart 

 

3.1 Cleanup 

The first step is to remove any punctuation, noise markers 

and partials present in both the original and transcribed 

sentences. This was done as even perfectly transcribed 

sentences could still differ from the original due to added 

information such as the indication of noises and partials. 

Commas were also used to indicate pauses apart from 

normal usage and needed to be removed as well. 

For example, the original sentence “My life in 

Georgetown was uneventful.” was transcribed as “my life 

in [n] Georgetown was, uneventful.” with the noise 

marker [n] indicating an external noise and the comma 
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after “was” indicating a long pause. All sentences were 

also converted to lowercase as the annotation protocol 

stipulated that sentences should not start with a capital 

letter. 

3.2 Transcription mapping  

A Levenshtein distance can be used to determine 

similarities between two different strings. Thus, after 

cleanup was performed, the Levenshtein distance was 

computed between each original (O) and transcribed (T) 

sentence and then ranked according to the Levenshtein 

distance between the sentences.  

The Levenshtein-distance is computed by allocating a 

cost of 1 for insertions and deletions and a cost of 2 for 

substitutions. The minimum cost is calculated between 

each character of the original and each character of the 

transcribed sentence. This cost is then used to construct an 

edit distance matrix using the following distance formula: 

(Jurafsky, & Martin, 2009; Levenshtein, 1966). 

 

 

The resulting minimum edit distance is then normalised as 

a percentage of the maximum sentence length of the two 

given sentences, which is then used to map each 

transcribed sentence to the closest original sentence.  

In cases where there is no difference between the original 

and transcribed sentence (DIFF (O, T) = 0), nothing 

further is done with the sentences, and the following steps 

are only applicable if DIFF (O, T) = 1. This results in a 

mapping of transcriptions containing differences to an 

original sentence: 

 

Original sentence (O): 

• slighter faults of substance are numerous 

 

Transcriptions (T): 

• slighter fault substance are numerous 90.20% 

• slighter faults of substances are numerous 97.60% 

 

In this example the first transcribed sentence matches the 

original sentence with a percentage of 90.20 as the word 

“of” was omitted as well as the character “s” in “faults”. 

The second transcribed sentence is a closer match at 

97.60% as it only contains 1 insertion, the “s” in 

“substances”.  

3.3 Comparing mapped sentences and mark-up 

Next we use a string comparison algorithm developed by 

Brad Wood (2008) to identify the differences between the 

original sentence and each transcribed sentence mapped 

in the previous step. This is to be done by finding the 

Longest Common String (LCS). The original code was 

written by Brad Wood in CFScript and ported to Perl for 

our purpose.  

The operation of Wood's algorithm is as follows: Two 

strings are read into the function and a windowing method 

is implemented to compare parts of each string to one 

another. The window over the first string is kept in a 

stationary position while a second window over the other 

string is moved until the maximum search distance is 

reached. Each character in the second window is 

compared to each character in the first window. The offset 

adjusts for extra characters in either window. 

Any differences found are annotated with HTML <span> 

tags with different background colours to highlight the 

differences visually. For example, in the first transcribed 

sentence “slighter fault substance are numerous” the “s”, 

a space and the “of” was omitted. This will be represented 

as follows in HTML: 

 

• slighter fault<span style="background: yellow;">s 

of</span> substance are numerous 

 

The process is then reversed by keeping the first window 

stationary and moving the other window so that matches 

can be found in both directions. This is repeated until both 

windows reach the end of the relevant string. The result is 

a HTML document that illustrates all differences which 

may occur, in various colours. 

3.4 Manual Verification 

For the purpose of manual verification, all sentences with 

DIFF (O, T) = 1, are examined in two ways. The spoken 

utterance (U) is compared to the original sentence (O) and 

to the transcription (T). If DIFF (O, U) = 1 and DIFF (T, U) 

= 0, then U = T and no change is needed. If DIFF (O, U) = 

1 and DIFF (T, U) = 1, the transcription is incorrect and 

needs to be manually checked.  

This verification was done for each language by one of the 

transcribers initially used for the transcriptions that 

proofed to be the most competent. Verification by a 

mother tongue speaker is needed as a difference does not 

necessarily indicate an error and should be verified by 

listening to the spoken utterance and not just by correcting 

the transcription according to the original sentence. This 

is illustrated in the following example: 
 

Original sentence (O): 
• “I told him to make the charge at once.”  
 

Spoken utterance (U) 
• “I told him to make the change at once.” 
 

Transcriptions (T): 
• “I told him to make the cha<n>ge at once.” 
 

In this example the speaker deviated from the prompt 

sheet and said “change” instead of “charge” and no 

correction was needed.  

Human intervention is required to ensure that the 

identified differences are indeed errors and that accurate 

transcriptions are not replaced with the original 

transcription in error. 

In the following example the sentence was read as it 

appeared on the prompt sheet, but transcribed incorrectly 
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and had to be replaced: 

 

 

Original sentence (O): 

• “a heavy word intervened, between...” 
 

Spoken utterance (U) 

• “a heavy word intervened, between...” 
 

Transcriptions (T): 

• “a heavy wo<o>d intervened, between...” 

 

After each error is verified, replacements are done to the 

transcriptions automatically. 

It is possible that DIFF (O, U) = 1 and DIFF (O, T) = 0, 

indicating that DIFF (T, U) = 1, but the comparison was 

only performed if DIFF (O, T) = 1. This comparison 

should be included in future work. 

 

4. Results 

We evaluate our method in terms of improvement of 

transcription accuracy. All evaluations, results and 

findings are listed below:  
 

Language Differences 

found 

Actual 

errors 

Afrikaans 776 152 

English 1143 337 

isiNdebele 958 291 

isiXhosa 1484 1081 

isiZulu 1854 1228 

Sepedi 1596 736 

Sesotho 739 261 

Setswana 1479 828 

Siswati 1558 351 

Tshivenda 814 191 

Xitsonga 1586 456 

 

Table 1 : Number of differences Found and Actual Errors 
 

Table 1 shows the number of differences found (DIFF (O, 

T) = 1) as well as the number of actual errors (DIFF (T, U) 

= 1). These differences were found in the 3, 200 phonetic 

rich sentences for each language. Although the actual 

errors are low compared to the differences identified, this 

can mainly be contributed to speakers deviating from the 

prompt sheet (DIFF (T, U) = 0). Afrikaans had the least 

amount of errors, but still contained 152 errors. The errors 

found in isiXhosa and isiZulu indicate that about one in 

three sentences contained an error. Identifying and 

correcting these errors made a significant improvement in 

the transcription accuracy, ensuring a usable and valuable 

resource for these languages. 

 

 

 

5. Conclusion 

In this paper we introduced a method for identifying 

differences in ASR data. Correcting these differences 

decreased the number of transcription errors, thus 

increasing the overall quality of the transcriptions, 

resulting in a usable ASR system. The final data 

distributed to the Meraka Institute for the Lwazi project 

had an average transcription accuracy of 98%.  

This method can be used in the compilation of ASR data 

for other resource-scarce languages, hopefully resulting in 

usable ASR systems. Even though the cause of the 

differences was attributed to (initially) inexperienced 

transcribers, the results show that it is still possible to 

achieve high accuracy. This is especially relevant in cases 

where trained linguists with experience in orthographic 

transcriptions are difficult to obtain. A further advantage 

is that employment opportunities are providing to people 

that would otherwise not have been employed for the task 

due to their lack of training and/or experience. Providing 

training to these transcribers during the project also 

resulted in competent transcribers by the end of the 

project and these transcribers could prove invaluable in 

future projects involving orthographic transcriptions. 
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